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1 Introduction: Distributions and inference for categorical data

1.1 Categorical response data

· A categorical variable has a measurement scale consisting of a set of categories. Examples include

· political philosophy: liberal/moderate/conservative

· diagnoses regarding breast cancer: normal/benign/suspicious/malignant

· Categorical data arises from social and biomedical sciences but appear in every field (example?)

· Response-explanatory variable distinction

· Response (dependent) variable

· Explanatory (independent) variable

· Regression context; We focus on categorical response variables

· Nominal-ordinal scale distinction

· Nominal variable: no natural ordering. E.g. religious affiliation, mode of transportation

· Ordinal variables: natural ordering of categories but distances b/w categories are unknown. E.g. social class, patient condition

· Interval variables: numerical distances between any two values, e.g. blood pressure level, annual income

· The classification of a variable depends on the way the variable is measured: e.g. education level can be ordinal or interval.
· Continuous-discrete variable

· The number of values they can take, if large then it’s continuous, if a few then it’s discrete.

· We deal with “Discretely measured responses” which arise as:

· Nominal variables

· Ordinal variables

· Discrete interval variables with few values

· Continuous variables grouped into a small number of categories

· We basically learn about regression models but not for continuous response variables with normal distribution but for discrete/categorical response variables having binomial, multinomial, or Poisson distributions. Mainly,

· Logistic regression models: for a binary response with a binomial distribution (generalizes to a multicategory response with a multinomial distribution)

· Loglinear models: for count data with a Poisson distribution.

· The course covers:

· Descriptive and inferential methods for univariate and bivariate categorical data (Ch. 1-3)

· GLM for categorical responses (Ch. 4)

· Logistic regression models and multinomial extensions(Ch. 5-7)

· Loglinear regression models (Ch. 8)

· Model buildings (Ch. 9)

· And more if time permits

1.2 Distributions for categorical data

· Binomial distribution

· A fixed number n of binary observations

· Let y1,…,yn denote responses for n independent and identical trials such that P(Yi=1)=( and P(Yi=0)=1-(. The total number of successes Y=sum(Yi)~bin(n,().

· The probability mass function (PMF)

· Mean and variance 

· Convergence in distribution to a normal distribution as n increases.

· Sampling binary outcomes WOR from a finite populations -> Hypergeometric distribution

· Multinomial distribution

· Each of n independent, identical trials can have outcome in any of c categories. 

· Let yij=1(trial i has outcome j) 

· yi=(yi1,…,yic) represents a multinomial trial ((j yij = 1, making yic redundant)

· Let nj=(jyij = # of trials having outcome j

· The counts (n1,…,nc) have the multinomial distribution

· Let (j=P(Yij=1)

· The PMF=

· Mean vector and covariance matrix =

· Binomial distribution is a special case of multinomial distribution with c=2

· The marginal distribution of each nj is binomial

· Poisson distribution

· No fixed upper limit n for some count data e.g. # of deaths from automobile accidents on motorways in Italy.

· Still, it needs to be integer and nonnegative.

· Poisson is a simplest such distribution

· Y~Poisson(()

· The PMF, the mean and variance (sample counts vary more when their mean is higher)

· Unimodal

· Asymptotic normality as ( increases

· Used for counts of events that occur randomly over time or space when outcomes in disjoint periods or regions are independent

· Also, bin(n,() ~ Poisson(n() if n is large and ( is small. E.g. bin(5e7, 2e-6) ~ Poisson(100)
· Over-dispersion

· Count exhibit variability exceeding that predicted by binomial or Poisson models

· Variation in individual ‘success’ probability causes such overdispersion (example?)

· Suppose Y|(~.(E(Y|(), var(Y|())

· Unconditionally, 
· E(Y) = E[E(Y|()], 
· var(Y)=E[var(Y|()]+var[E(Y|()]

· Let E(()=(. If Y|(~Poisson((), 

· E(Y) = E(() =(
· var(Y) = E(()+var(() = (+ var(()>( : overdispersion

· The negative binomial for count data permits var > mean

· Analyses assuming binomial/multinomial distributions, as well as those assuming Poisson distribution, can become invalid too due to overdispersion.

· E.g. The true distribution is a mixture of different binomial distributions or ( itself is a random variable

· Connection between Poisson and multinomial distributions

· Let (y1, y2, y3) =# of people who die in {automobile, airplane, railway} accidents. 

· A Poisson model: Yi~Poisson((i), independent.

· The join pmf for {Yi} is the product of Poisson pmfs. 
· The total n=(iYi~Poisson((i(i) is random, not fixed.

· If we assume the Poisson model but condition on n, {Yi} no longer have Poisson since they all need to <= n, nor independent.

· For c independent Poisson variates with E(Yi)=(i, the conditional distribution of (Y1,…,Yc)|n ~ multinomial(n, {(i}) derive?
1.3 Statistical inference for categorical data

· We use maximum likelihood method for parameter estimation. 
· An MLE has desirable properties like

· Asymptotic normality

· Asymptotic consistency

· Asymptotic efficiency

· Given the data under a certain probability model, the “likelihood function” is the probability of those data treated as a function of the unknown parameter.

· MLE = arg max (likelihood) = arg max (log likelihood)

· Some review of the maximum likelihood theory

1.3.1 Likelihood function and ML estimate for binomial parameter

· ML estimate for the success probability in the binomial model and its asymptotic (and exact) variance

1.3.2 Wald/Likelihood Ratio/Score Test Triad

· Significance test H0: (=(0 exploiting the asymptotic normality of MLE.

· “Wald statistic”: 
· Compute 
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· “Likelihood ratio” 
· Compute (1) the maximum over the possible parameter values under H0
(2) the maximum over the larger set of parameter values permitting H0 or an alternative H1 to be true; Call their ratio (=(2)/(1). One can show 
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· “score test” : 
· compute the score function evaluated at (0.

· As n increases, all three have certain asymptotic equivalences. For small to moderate sample sizes, the LR test is usually more reliable.

1.3.3 Constructing confidence intervals(CI)s

· Equivalence to testing: 
· a 95% CI for ( is the set of (0 for which the test of H0: (=(0 has a p-value exceeding 0.05.

· We usually use

· za : 100(1-a)percentile of N(0,1) distribution. 

· 
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 : 100(1-a)percentile of chi-squared distribution with d.f. df.

· The “Wald CI”

· The “LR CI”

· If the two are significantly different, asymptotic normality may not be holding up well. (sample size too small) What to do?

· Exact small-sample distribution

· Higher-order asymptotic

· For classical linear regression with normal response, all three provide identical results.

1.4 Statistical inference for binomial parameters

1.4.1 Tests for a binomial parameter

· Consider H0: (=(0. 

· The Wald statistic

· The normal form of the score statistic

· Score u((0) and information i((0)

· The LR test statistic

· -2(L0-L1) = ??? ~ (2(1)

1.4.2 Confidence intervals for a binomial parameter

· The Wald CI : poor performance. Especially near 0 and 1. Can be improved by adding .5 z2(/2 observations of each type to the sample.

· The score CI : complicated but performs better. (similar to the modifications above)

· The LR CI: also complicated.

· Vegetarian example: of 25 students, none were vegetarians. (y=0) What’s the 95% CI for the proportion of the vegetarians?

· Wald CI gives (0,0)

· Score CI gives (0.0, 0.133)

· LR CI gives (0.0, 0.074)

· When (~0, the sampling distribution of the estimator is highly skewed to the right. Worth considering alternative methods not requiring asymptotic approximations.

1.4.3 Statistical inference for multinomial parameters

· Estimation of multinomial parameters

· Pearson statistic for testing a specified multinomial: 
For H0: (j=(j0 for j=1,…,c, compute the expected frequencies 
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 approximately. It’s called “Pearson chi-squared statistic”

· Example: testing Mendel’s theories.

· For cross of pea plants of pure yellow strain with plants of pure green strains, he predicted that second-generation hybrid seed would be 75% yellow, 25% green, and 25% green. One experiment shows out of n=8,023 seeds, n1=6,022 were yellow and n2=2,001 were green. The Pearson chi-squared statistic and the P-value are…

· Fisher summarized Mendel’s data as a single chi-squared stat whose value is 42 when it follows (2(84). The P-value is .99996. Too perfect?? 

2 Describing contingency tables

2.1 Probability structure for contingency tables

2.1.1 Contingency tables and their distributions

· Let X and Y denote two categorical response variables, X with I categories and Y with J categories. 

· A I X J (I-by-J) “contingency table” or “cross-classification” table consists of I rows and J columns, each “cell” containing frequency count of for a sample. The “cell frequencies” are denoted {nij}. The total sample size is denoted n=(ijnij.
· Distinguish three sampling schemes. (SDK) For 2x2 table case, they correspond to

· A simple random sample from one group that yields a single multinomial distribution for the cross-classification of two binary responses (=> independence question)

· Simple random samples from  two groups that yield two independent binomial distributions for a binary response i.e. “stratified random sampling”(=> homogeneity question)

· Randomized assignment of subjects to two equivalent treatments, resulting in the hypergeometric distribution

· The “joint distribution” {(ij } where (ij = P(X=i, Y=j)
· The “marginal distributions” for the row variable {(i+} for (i+=(j(ij and for the column variable {(+j}.
· Usually, X=explanatory variable and Y=response variable. In cases when X is fixed (not random), consider conditional distribution (j|i. The question becomes “how the conditional distribution changes as the category of X changes”

· For diagnostic tests for a disease,

· “Sensitivity”=P(Y=diagnosed + | actually +) : we want it to be {high,low}

· “Specificity”=P(Y=diagnosed - | actually -) : we want it to be {high,low}

· For the following table, what are the values of sensitivity and specificity?

· Relationship between (j|i and (i,j , (i+?

· Two categorical response variables are “independent” if ??
· When Y is a response and X is an explanatory variable, such independence is translated in conditional distribution as ?? and referred to as “homogeneity”

· {joint, marginal, conditional} “Sample distributions” are defined similarly and denoted p or 
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 in place of (.
· Note that pij=nij/n

· Poisson, binomial and multinomial sampling (Agresti)

· Poisson sampling model : treats cell counts {Yij} as independent poisson random variable

· Multinomial sampling model: the total sample size n is fixed but not the row and column totals

· Independent multinomial sampling or product multinomial sampling: observations on Y at each setting of an explanatory variable X are independent, and row totals are considered fixed.

· Hypergeometric sampling distribuiton: both row and column margins are naturally fixed

· Seat belt example

· Types of studies

· “cases” and “controls”

· “Case-control studies” use a “retrospective” design. E.g. P(smoking behavior|lung cancer) rather than P(lung cancer|smoking behavior) c.f. Bayes theorem
· Two types of studies using “prospective” sampling design

· “Clinical trials” randomly allocate subjects to the groups

· In “cohort studie”, subjects make their own choice

· “Cross-sectional design” samples subjects and classifies them simultaneously on both variables

· Observational vs Experimental study

· case-control, cohort, cross-sectional studies : observational studies (more common but more potential for biases)

· a clinical trial : an experimental study (can use the power of randomization)

· Example : smoking and lung cancer

2.2 Comparing two proportions

· If rows are groups and the columns are the binary categories of the response Y

· The “difference of proportions” of successes = (1|1-(1|2. (let category 1 to be “success”)

· Difference of proporitons=0 <=> homogeneity or independence

· If both variables are responses, one can reverse the role of X and Y, which leads to a different result.

· The “relative risk” = (1|1/(1|2. Motivation?

· Relative risk = 1 ( homogeneity or independence

· The “odds ratio”

· For a probability ( of success, the “odds” (=(/(1-()  (the success is ( times as likely as a failure)

· Within row i, the odds are (i=(i/(1-(i)

· The odds ratio is defined as 
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· ((0
· (=1 iff X and Y are independent

· If a cell has zero probability, (=0 or infinity.

· If (>1, subjects in row 1 are more likely to have success than are subjects in row 2 ((1>(2) If (<1, (1<(2.

· ( is farther from 1.0 in either direction if the association is stronger. 

· Two values represent the same association if one is inverse of the other

· Thus, the “log odds ratio” log ( is symmetric about 0 and has a couple of desirable properties (like?)

· It is unnecessary to identify one variable as the resonse to use (.
· Equally valid for prospective, retrospective, or cross-sectional sampling designs.

· The “sample odds ratio” 
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 estimates the same parameter

· The sample odds ratio is “invariant” to multiplication of counts within rows by a constant as well as multiplication within columns by a constant. 

· For 2x2 verson of aspirin data, what are the values?

· Case-control studies and the odds ratio

· Since only P(X|Y) is given, can’t compute the difference of proportions nor relative risk for the outcome of interest
· But the odds ratio can be computed!

· Odds ratio=relative risk (1-(2)/ (1-(1). The two are similar when the probability (i​ of the outcome of interest is close to zero for both groups!

Cross-classification of aspirin use and myocardial infraction (5 year, blind, randomized study, 1988)

	
	myocardial infraction
	

	
	Fatal attack
	Nonfatal attack
	No attack

	Placebo
	18
	171
	10,845

	Aspirin
	5
	99
	10,933


The 2x2 version of cross-classification of aspirin use and myocardial infraction (5 year, blind, randomized study, 1988)

	
	Heart attack
	No attack

	Placebo
	189
	10,845

	Aspirin
	104
	10,933


Estimated conditional distribuitons for breast cancer diagnoses

	
	Diagnosis of test

	Breast cancer
	Positive
	Negative

	Yes
	0.82
	0.18

	No
	0.01
	0.99


Cross-classification of smoking by lung cancer

	
	Lung cancer

	Smker
	Cases
	Controls

	Yes
	688
	650

	No
	21
	59


2.3 Partial association in stratified 2 x 2 tables

Later

2.4 Extensions for I x J tables

· Odds ratios in IxJ tables 

· All (I choose 2)(J choose 2) possible combinations are redundant

· Consider the subset of (I-1)(J-1) “local odds ratios” (ij.
3 Inference for contingency tables

Confidence intervals for association parameters

Testing independence in two-way contingency tables

Following-up chi-squared tests

Two-way tables with ordered classifications

Small sample tests of independence

Extensions for multiway tables and nontabulated responses

4 Introduction to GLM

GLM

GLMs for binary data

GLMs for counts

Inference for GLMs

Fitting GLMs

Quasi-likelihood and GLMs*

GAM*

5 Logistic regression

Interpreting parameters in logistic regression

Inference for logistic regression

Logit models with categorical predictors

Multiple logistic regressions

Fitting Logistic Regression Models.

6 Building and Applying Logistic Regression Models.

Strategies in Model Selection

Logistic Regression Diagnostics.

Inference About Conditional Associations in 2 x 2 x K Tables.

6.4 Using Models to Improve Inferential Power.

6.5 Sample Size and Power Considerations*.

6.6 Probit and Complementary Log-Log Models*.

6.7 Conditional Logistic Regression and Exact Distributions*.

7 Logit Models for Multinomial Responses.

7.1 Nominal Responses: Baseline-Category Logit Models.

7.2 Ordinal Responses: Cumulative Logit Models.

7.3 Ordinal Responses: Cumulative Link Models.

7.4 Alternative Models for Ordinal Responses*.

7.5 Testing Conditional Independence in I x J x K Tables*.

7.6 Discrete-Choice Multinomial Logit Models*.

8 Loglinear Models for Contingency Tables.

8.1 Loglinear Models for Two-Way Tables.

8.2 Loglinear Models for Independence and Interaction in Three-Way Tables.

8.3 Inference for Loglinear Models.

8.4 Loglinear Models for Higher Dimensions.

8.5 The Loglinear_Logit Model Connection.

8.6 Loglinear Model Fitting: Likelihood Equations and Asymptotic Distributions*.

8.7 Loglinear Model Fitting: Iterative Methods and their Application*.

9 Building and Extending Loglinear/Logit Models.

9.1 Association Graphs and Collapsibility.

9.2 Model Selection and Comparison.

9.3 Diagnostics for Checking Models.

9.4 Modeling Ordinal Associations.

9.5 Association Models*.

9.6 Association Models, Correlation Models, and Correspondence Analysis*.

9.7 Poisson Regression for Rates.

9.8 Empty Cells and Sparseness in Modeling Contingency Tables.

10 Models for Matched Pairs.

10.1 Comparing Dependent Proportions.

10.2 Conditional Logistic Regression for Binary Matched Pairs.

10.3 Marginal Models for Square Contingency Tables.

10.4 Symmetry, Quasi-symmetry, and Quasiindependence.

10.5 Measuring Agreement Between Observers.

10.6 Bradley-Terry Model for Paired Preferences.

10.7 Marginal Models and Quasi-symmetry Models for Matched Sets*.

11 Analyzing Repeated Categorical Response Data.

11.1 Comparing Marginal Distributions: Multiple Responses.

11.2 Marginal Modeling: Maximum Likelihood Approach.

11.3 Marginal Modeling: Generalized Estimating Equations Approach.

11.4 Quasi-likelihood and Its GEE Multivariate Extension: Details*.

11.5 Markov Chains: Transitional Modeling.

12 Random Effects: Generalized Linear Mixed Models for Categorical Responses.

12.1 Random Effects Modeling of Clustered Categorical Data.

12.2 Binary Responses: Logistic-Normal Model.

12.3 Examples of Random Effects Models for Binary Data.

12.4 Random Effects Models for Multinomial Data.

12.5 Multivariate Random Effects Models for Binary Data.

12.6 GLMM Fitting, Inference, and Prediction.

13 Other Mixture Models for Categorical Data*.

13.1 Latent Class Models.

13.2 Nonparametric Random Effects Models.

13.3 Beta-Binomial Models.

13.4 Negative Binomial Regression.

13.5 Poisson Regression with Random Effects.

14 Asymptotic Theory for Parametric Models.

14.1 Delta Method.

14.2 Asymptotic Distributions of Estimators of Model Parameters and Cell Probabilities.

14.3 Asymptotic Distributions of Residuals and Goodnessof-Fit Statistics.

14.4 Asymptotic Distributions for Logit/Loglinear Models.

15 Alternative Estimation Theory for Parametric Models.

15.1 Weighted Least Squares for Categorical Data.

15.2 Bayesian Inference for Categorical Data.

15.3 Other Methods of Estimation.

16 Historical Tour of Categorical Data Analysis*.

16.1 Pearson-Yule Association Controversy.

16.2 R. A. Fisher's Contributions.

16.3 Logistic Regression.

16.4 Multiway Contingency Tables and Loglinear Models.

16.5 Recent and Future? Developments.

Appendix A. Using Computer Software to Analyze Categorical Data.

A.1 Software for Categorical Data Analysis.

A.2 Examples of SAS Code by Chapter.

Appendix B. Chi-Squared Distribution Values.

First class stuff
16.1 Syllabus and Survey
Go over syllabus

Survey

About the course:

1. The course is not about theory! It will have both theory and practice in it. We will do things that are truly useful.

2. The course is not about computing alone! Computing needs intelligence and knowledge of statistics to be productive. 
16.1.1 Results of Monday’s survey:

1. Expectation: 

a. Most answered R and bootstrap. (correct answer!:) simulation technique, programming in S/S-plus.

b. Biostatistics 

c. SAS : can’t help. Mastering one package helps learning new ones.

d. ‘Real-world’ statistics : depending on what real-world means. R is flexible and can serve both basic and complicated tasks well. (scalable!)

e. ‘acquire what stated in the syllabus’ (my favorite answer)

2. Computing Background : > 2/3 have no or little R exposure, so I’m comfortable doing somewhat basic introduciton

17 R Basic

17.1 About R

Why R

· Compact (~ 10 mb)

· Available for Various OS

· Powerful with lots of stat functions

· Open source (Politically correct)

· De facto standard (at least among statisticians)

· Fast update (evolving)

· Very extensible (improve it yourself!)

· Free!
More on R

· Brief history of R: S at Bell Labs -> S-Plus (commercial) and R (Open Source)

· R is : tools; statistical models; graphics; object-oriented programming language

· R is ‘environment’, not ‘package’
· R : console, not GUI (may be difficult for some)
17.2 Simple R-session

First, a few basics:
1. R : getting it; installing it on Windows, Linux, MacOS, etc. (www.r-project.org)

2. starting, ending, bailing out

3. on-line help (HTML version, search function)

Then go over the first half of A Sample Session  of “An Introduction of R” (Appendix A).


1/24/2005

_1166443697.unknown

_1166445307.unknown

_1167005433.unknown

_1167006091.unknown

_1167003721.unknown

_1166445260.unknown

_1166442915.unknown

_1166443181.unknown

_1166442751.unknown

