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SUPPORT VECTOR MACHINES

Introduction

This document contains supplementary material for my STAT 6601 SVM Project. In addition to all of the code used to prepare and run the examples in the Powerpoint presentation it contains:

· The analysis of the Crabs data set 

· Examples showing the SVMs may be used to do tasks other than classification

· Multiple runs of the Microarray example under different conditions

· A list of references 

· A list of websites concerned with support vector machines

· A list of websites containing test data sets

Example on page 345 of Venerables and Ripley

Crabs Data Set

Mahon (see Campbell and Mahon, 1974) recorded data on 200 specimens of Leptograpsus variegatus crabs on the shore in western Australia. This occurs in two colour forms, blue and orange and he collected 50 of each form of each sex and made five physical measurements. These were the carapace (shell) length CL and width CW, the size of the frontal loab FL and the rear width RW, and the body depth BD. Part of the author's thesis was to establish that the two colour forms were clearly differentiated morphologically, to support classifications as two separate species (V&L 302)

First 10 lines of Crabs

> crabs

    sp sex index   FL   RW   CL   CW   BD

1    B   M     1  8.1  6.7 16.1 19.0  7.0

2    B   M     2  8.8  7.7 18.1 20.8  7.4

3    B   M     3  9.2  7.8 19.0 22.4  7.7

4    B   M     4  9.6  7.9 20.1 23.1  8.2

5    B   M     5  9.8  8.0 20.3 23.0  8.2

6    B   M     6 10.8  9.0 23.0 26.5  9.8

7    B   M     7 11.1  9.9 23.8 27.1  9.8

8    B   M     8 11.6  9.1 24.5 28.4 10.4

9    B   M     9 11.8  9.6 24.2 27.8  9.7

10   B   M    10 11.8 10.5 25.2 29.3 10.3
First Analysis of Crabs with V & R Settings

library(MASS) 


# library containing data set
library(e1071) 


# library containing svm

attach(crabs)

lcrabs <- log(crabs[,4:8])
# log of attribute vectors in crabs
crabs.svm <- svm(crabs$sp~.,data=lcrabs,cost=100,gamma=1)

table(true=crabs$sp,predicted=predict(crabs.svm))

# Results 

predicted

true B   O  

   B 100   0

   O   0 100

print(crabs.svm)

Call:

 svm(formula = crabs$sp ~ ., data = lcrabs, cost = 100, gamma = 1) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  100 

      gamma:  1 

Number of Support Vectors:  43

summary(crabs.svm)

Call:

 svm(formula = crabs$sp ~ ., data = lcrabs, cost = 100, gamma = 1) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  100 

      gamma:  1 

Number of Support Vectors:  43

 ( 24 19 )

Number of Classes:  2 

Levels: 

 B O
# visualize (classes by color, SV by crosses):

plot(cmdscale(dist(crabs[,4:8])),

col = as.integer(crabs[,1]),

pch = c("o","+")[1:200 %in% crabs.svm$index + 1])
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Second Analysis of Crabs with Default Settings

Note that the number of support vectors is much larger. Hence the V & R settings do a better job.

# default with factor response:

model.crabs <- svm(sp ~ ., data = lcrabs)

print(model.crabs)

Call:

 svm(formula = sp ~ ., data = lcrabs) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.2 

Number of Support Vectors:  125

summary(model.crabs)

Call:

 svm(formula = sp ~ ., data = lcrabs) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.2 

Number of Support Vectors:  125

 ( 63 62 )

Number of Classes:  2 

Levels: 

 B O

Examples from page 48 of The e1071 Package.

First Analysis of Iris data using the entire data set

First 10 lines of Iris

> iris

    Sepal.Length Sepal.Width Petal.Length Petal.Width    Species

1            5.1         3.5          1.4         0.2     setosa

2            4.9         3.0          1.4         0.2     setosa

3            4.7         3.2          1.3         0.2     setosa

4            4.6         3.1          1.5         0.2     setosa

5            5.0         3.6          1.4         0.2     setosa

6            5.4         3.9          1.7         0.4     setosa

7            4.6         3.4          1.4         0.3     setosa

8            5.0         3.4          1.5         0.2     setosa

9            4.4         2.9          1.4         0.2     setosa

10           4.9         3.1          1.5         0.1     setosa

data(iris)

attach(iris)

## FIRST SVM ANALYSIS OF IRIS DATA SET

## classification mode

# default with factor response:

model <- svm(Species ~ ., data = iris)

# alternatively the traditional interface:

x <- subset(iris, select = -Species)

y <- Species

model <- svm(x, y)

# output from print and summary

> print(model)
Call:

 svm(formula = Species ~ ., data = iris) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.25 

Number of Support Vectors:  51

> summary(model)
Call:

 svm(formula = Species ~ ., data = iris) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.25 

Number of Support Vectors:  51

 ( 8 22 21 )

Number of Classes:  3 

Levels: 

 setosa versicolor virginica

# test with train data

x <- subset(iris, select = -Species)

y <- Species

pred <- predict(model, x)

# (same as:)

svm 49

pred <- fitted(model)
# Check accuracy:

table(pred, y)

  y

pred         setosa versicolor virginica

  setosa     50      0          0       

  versicolor  0     48          2       

  virginica   0      2         48  
# compute decision values and probabilities:

pred <- predict(model, x, decision.values = TRUE)

attr(pred, "decision.values")[1:4,]

 setosa/versicolor setosa/virginica versicolor/virginica

[1,]          1.196000         1.091667            0.6706543

[2,]          1.064868         1.055877            0.8482041

[3,]          1.181229         1.074370            0.6438237

[4,]          1.111282         1.052820            0.6780645

# visualize (classes by color, SV by crosses):

plot(cmdscale(dist(iris[,-5])),

col = as.integer(iris[,5]),
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pch = c("o","+")[1:150 %in% model$index + 1])

Second Analysis of iris data splitting the data set into training and test data 

# Split iris data set into training and testing data sets

# First build the vector columns

SL.TR <- c(Sepal.Length[1:25],Sepal.Length[51:75],Sepal.Length[101:125])

SL.TE <- c(Sepal.Length[26:50],Sepal.Length[76:100],Sepal.Length[126:150])

SW.TR <- c(Sepal.Width[1:25],Sepal.Width[51:75],Sepal.Width[101:125])

SW.TE <- c(Sepal.Width[26:50],Sepal.Width[76:100],Sepal.Width[126:150])

PL.TR <- c(Petal.Length[1:25],Petal.Length[51:75],Sepal.Length[101:125])

PL.TE <- c(Petal.Length[26:50],Petal.Length[76:100],Petal.Length[126:150])

PW.TR <- c(Petal.Width[1:25],Petal.Width[51:75],Petal.Width[101:125])

PW.TE <- c(Petal.Width[26:50],Petal.Width[76:100],Petal.Width[126:150])

# Next build the factor columns

S.TR <- c(Species[1:25],Species[51:75],Species[101:125])

fS.TR <- factor(S.TR,levels=1:3)

levels(fS.TR) <- c("setosa","veriscolor","virginica")

S.TE <- c(Species[26:50],Species[76:100],Species[126:150])

fS.TE <- factor(S.TR,levels=1:3)

levels(fS.TE) <- c("setosa","veriscolor","virginica")

# Make two new data frames
iris.train <-data.frame(SL.TR,SW.TR,PL.TR,PW.TR,fS.TR)

iris.test <-data.frame(SL.TE,SW.TE,PL.TE,PW.TE,fS.TE)
attach(iris.train)

attach(iris.test)

## SECOND SVM ANALYSIS OF IRIS DATA SET

## classification mode

# default with factor response

# Train with iris.train.data

model.2 <- svm(fS.TR ~ ., data = iris.train)

# output from summary
summary(model.2)

Call:

 svm(formula = fS.TR ~ ., data = iris.train) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.25 

Number of Support Vectors:  32

 ( 7 13 12 )

Number of Classes:  3 

Levels: 

 setosa veriscolor virginica

# test with  iris.test.data

x.2 <- subset(iris.test, select = -fS.TE)

y.2 <- fS.TE

pred.2 <- predict(model.2, x.2)
# Check accuracy:

table(pred.2, y.2)

y.2

pred.2       setosa veriscolor virginica

  setosa     25      0          0       

  veriscolor  0     25          0       

  virginica   0      0         25      

# compute decision values and probabilities:

pred.2 <- predict(model.2, x.2, decision.values = TRUE)

attr(pred.2, "decision.values")[1:4,]

 setosa/veriscolor setosa/virginica veriscolor/virginica

[1,]          1.253378         1.086341            0.6065033

[2,]          1.000251         1.021445            0.8012664

[3,]          1.247326         1.104700            0.6068924

[4,]          1.164226         1.078913            0.6311566

# visualize (classes by color, SV by crosses):

# First the training data set

plot(cmdscale(dist(iris.train[,-5])),

col = as.integer(iris.train[,5]),

pch = c("o","+")[1:75 %in% model.2$index + 1])
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# visualize (classes by color, SV by crosses):

# Next the test set

plot(cmdscale(dist(iris.test[,-5])),

col = as.integer(iris.test[,5]),

pch = c("o","+")[1:75 %in% model.2$index + 1])
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Additional Examples of the SVM from the e1071 Library

## SVM ANALYSIS OF IRIS DATA SET

## try regression mode on two dimensions

# create data

x <- seq(0.1, 5, by = 0.05)

y <- log(x) + rnorm(x, sd = 0.2)

# estimate model and predict input values

m <- svm(x, y)

new <- predict(m, x)

# visualize

plot(x, y)

points(x, log(x), col = 2)
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points(x, new, col = 4)

## SVM ANALYSIS OF IRIS DATA SET

# weights: (example not particularly sensible)

i2 <- iris

levels(i2$Species)[3] <- "versicolor"

summary(i2$Species)

    setosa versicolor 

        50        100 

wts <- 100 / table(i2$Species)

wts

setosa versicolor 

         2          1 
m <- svm(Species ~ ., data = i2, class.weights = wts)
Call:

 svm(formula = Species ~ ., data = i2, class.weights = wts) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.25 

Number of Support Vectors:  11

 ( 3 8 )

Number of Classes:  2 

Levels: 

 setosa versicolor

## SVM USED FOR DENSITY ESTIMATION

## density-estimation

# create 2-dim. normal with rho=0:

X <- data.frame(a = rnorm(1000), b = rnorm(1000))

attach(X)

# traditional way:

m <- svm(X, gamma = 0.1)

# formula interface:

m <- svm(~., data = X, gamma = 0.1)

# or:

m <- svm(~ a + b, gamma = 0.1)

# test:

newdata <- data.frame(a = c(0, 4), b = c(0, 4))

predict (m, newdata)

[1]  TRUE FALSE

# visualize:

plot(X, col = 1:1000 %in% m$index + 1, xlim = c(-5,5), ylim=c(-5,5))

points(newdata, pch = "+", col = 2, cex = 5)
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Micro Array Example

SVM classification of Micro Array data from Golub, T.K, D.K. Solomon, P. Tamayo, C. Huard, M. Gassenbeek, J.P. Mesirov, H. Coller, M.L. Loh, J.R. Downing, M.A. Caligiuri, C.D. Bloomfield, E.S. Lander. Molecular Classification of Cance: Class Prediction by Gene Expression Monitoring, Science, Vol 286, 10/15/1999 This paper and all of the data sets may be found at the following MIT link: MIT Cancer Genomics gene expression datasets and publications, from MIT Whitehead Center for Genome Research 
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Supplementary fig. 2. Expression levels of predictive genes in independent dataset. The expression levels of the 50 genes most highly correlated with the ALL-AML distinction in the initial dataset were determined in the independent dataset. Each row corresponds to a gene, with the columns corresponding to expression levels in different samples. The expression level of each gene in the independent dataset is shown relative to the mean of expression levels for that gene in the initial dataset. Expression levels greater than the mean are shaded in red, and those below the mean are shaded in blue. The scale indicates standard deviations above or below the mean. The top panel shows genes highly expressed in ALL, the bottom panel shows genes more highly expressed in AML. 

Read the Training Data and prepare the data frame

# Note: the file read into bio.data below contains the intensity

# numbers only from the ALL/AML training data set: 

# data_set_ALL_AML_train.tsv. I prepared the file by loading 

# data_set_ALL_AML_train.tsv into Excel, deleting the the extraneous 

# columns, and adding the following headings: s1, s2, s3, s4, s5 ,s6,

# s7,s8 ,s9, s10, s11, s12, s13, s14, s15, s16,s17, s18, s19, s20, s21,

# s22, s23, s24, s25, s26, s27, s34, s35, s36, s37, s38, s28, s29, s30,

# s31, s32, s33 With the headings, bio.data has 7130 rows and 38 

# columns.
ma.train.raw <-read.table("C:/Documents and Settings/Owner/My Documents/CSU_HAYWARD/6601/SVM/data_set_ALL_AML_train-3.txt",header=T)

attach(ma.train.raw)

ma.train <- c(s1,s2,s3,s4,s5,s6,s7,s8,s9,s10,s11,s12,s13,s14,s15,s16,s17,s18,s19,s20,s21,s22,s23,s24,s25,s26,s27,s34,s35,s36,s37,s38,s28,s29,s30,s31,s32,s33)




# Turn the data into a vector

dim(ma.train) <- c(7129,38)
# Dimension the matrix
mat.train <-t(ma.train)

# Transpose the matrix





# save the transposed data to a file

fmat.train <- data.frame(mat.train)
# Turn the data back into a data frame
fmat.train[,1:10]


# Look at some of the data

     X1   X2   X3  X4   X5   X6   X7   X8  X9  X10

1  -214 -153  -58  88 -295 -558  199 -176 252  206

2  -139  -73   -1 283 -264 -400 -330 -168 101   74

3   -76  -49 -307 309 -376 -650   33 -367 206 -215

4  -135 -114  265  12 -419 -585  158 -253  49   31

5  -106 -125  -76 168 -230 -284    4 -122  70  252

6  -138  -85  215  71 -272 -558   67 -186  87  193

7   -72 -144  238  55 -399 -551  131 -179 126  -20

8  -413 -260    7  -2 -541 -790 -275 -463  70 -169

9     5 -127  106 268 -210 -535    0 -174  24  506

10  -88 -105   42 219 -178 -246  328 -148 177  183

11 -165 -155  -71  82 -163 -430  100 -109  56  350

12  -67  -93   84  25 -179 -323 -135 -127  -2  -66

13  -92 -119  -31 173 -233 -227  -49  -62  13  230

14 -113 -147 -118 243 -127 -398 -249 -228 -37  113

15 -107  -72 -126 149 -205 -284 -166 -185   1  -23

16 -117 -219  -50 257 -218 -402  228 -147  65   67

17 -476 -213  -18 301 -403 -394  -42 -144  98  173

18  -81 -150 -119  78 -152 -340  -36 -141  96  -55

19  -44  -51  100 207 -146 -221   83 -198  34  -20

20   17 -229   79 218 -262 -404  326 -201   6  469

21 -144 -199 -157 132 -151 -347 -118  -24 126 -201

22 -247  -90 -168 -24 -308 -571 -170 -224 124 -117

23  -74 -321  -11 -36 -317 -499 -138 -119 115  -17

24 -120 -263 -114 255 -342 -396 -412 -153 184 -162

25  -81 -150  -85 316 -418 -461  -66 -184 164   -5

26 -112 -233  -78  54 -244 -275 -479 -108 136  -86

27 -273 -327  -76  81 -439 -616  419 -251 165  350

28  -20 -207  -50 101 -369 -529   14 -365 153   29

29    7 -100  -57 132 -377 -478 -351 -290 283  247

30 -213 -252  136 318 -209 -557   40 -243 119 -131

31  -25  -20  124 325 -396 -464 -221 -390  -1  358

32  -72 -139   -1 392 -324 -510 -350 -202 249  561

33   -4 -116 -125 241 -191 -411  -31 -240 150   24

34   15 -114    2 193  -51 -155   29 -105  42  524

35 -318 -192  -95 312 -139 -344  324 -237 105  167

36  -32  -49   49 230 -367 -508 -349 -194  34  -56

37 -124  -79  -37 330 -188 -423  -31 -223 -82  176

38 -135 -186  -70 337 -407 -566 -141 -315 206  321

Read the Test Data and prepare the data frame.

ma.test.raw <-read.table("C:/Documents and Settings/Owner/My Documents/CSU_HAYWARD/6601/SVM/data_set_ALL_AML_test.txt",header=T)

attach(ma.test.raw)

ma.test <- c(s39,s40,s42,s47,s48,s49,s41,s43,s44,s45,s46,s70,s71,s72,s68,s69,s67,s55,s56,s59,s52,s53,s51,s50,s54,s57,s58,s60,s61,s65,s66,s63,s64,s62)




# Turn the data into a vector

dim(ma.test) <- c(7129,34)
# Dimension the matrix
mat.test <-t(ma.test)

# Transpose the matrix





# save the transposed data to a file

fmat.test <- data.frame(mat.test)
# Turn the data back into a data frame
fmat.test[,1:10]


# Look at some of the test data

  X1   X2   X3  X4   X5   X6    X7   X8   X9  X10

1  -342 -200   41 328 -224 -427  -656 -292  137 -144

2   -87 -248  262 295 -226 -493   367 -452  194  162

3    22 -153   17 276 -211 -250    55 -141    0  500

4  -243 -218 -163 182 -289 -268  -285 -172   52 -134

5  -130 -177  -28 266 -170 -326  -222  -93   10  159

6  -256 -249 -410  24 -535 -810   709 -316   27   14

7   -62  -23   -7 142 -233 -284  -167  -97  -12  -70

8    86  -36 -141 252 -201 -384  -420 -197  -60 -468

9  -146  -74  170 174  -32 -318     8 -152 -148   17

10 -187 -187  312 142  114 -148  -184 -133   12   97

11  -56  -43   43 177 -116 -184  -105  -62    0  -40

12  -55  -44   12 129 -108 -301  -222 -133  136  320

13  -59 -114   23 146 -171 -227   -73 -126   -6  149

14 -131 -126  -50 211 -206 -287   -34 -114   62  341

15 -154 -136   49 180 -257 -273   141 -123   52  878

16  -79 -118  -30  68 -110 -264   -28  -61   40 -217

17  -76  -98 -153 237 -215 -122   -68 -118    6  208

18  -34 -144  -17 152 -174 -289   361  -89   87  104

19  -95 -118   59 270 -229 -383   172 -187  185  157

20  -12 -172   12 172 -137 -205   358 -104  -25  147

21  -21  -13    8  38 -128 -245   409 -102   85  281

22 -202 -274   59 309 -456 -581  -159 -343  236   -7

23 -112 -185   24 170 -197 -400  -215 -227  100  307

24 -118 -142  212 314 -401 -452  -336 -310  177 -131

25  -90  -87  102 319 -283 -385  -726 -271  -12 -104

26 -137  -51  -82 178 -135 -320   -13  -11  112 -176

27 -157 -370  -77 340 -438 -364  -216 -210  -86  253

28 -172 -122   38  31 -201 -226   242 -117   -6  179

29  -47 -442  -21 396 -351 -394   236  -39   95  203

30  -62 -198   -5 141 -256 -206  -298 -218  -14  100

31  -58 -217   63  95 -191 -230   -86 -152   -6 -249

32 -161 -215  -46 146 -172 -596  -122 -341  171 -147

33  -48 -531 -124 431 -496 -696 -1038 -441  235  157

34 -176 -284  -81   9 -294 -493  -393 -141  166  -37

SVM Analysis of Microarray Data with default settings

## SVM ANALYSIS OF MICROARRAY DATA SET

## classification mode

# default with factor response:

y <-c(rep(0,27),rep(1,11))

fy <-factor(y,levels=0:1)

levels(fy) <-c("ALL","AML")

#
compute svm on first 3000 genes only because of memory overflow problems

model.ma <- svm(fy ~.,data = fmat.train[,1:3000]) 
Call:

 svm(formula = fy ~ ., data = fmat.train[, 1:3000]) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.0003333333 

Number of Support Vectors:  37

 ( 26 11 )

Number of Classes:  2 

Levels: 

 ALL AML

# check  the training data data

x <- fmat.train[,1:3000]

pred.train <- predict(model.ma, x)
# Check accuracy:

table(pred.train, fy)
          fy

pred.train ALL AML

       ALL 27   0 

       AML  0  11 

# classify the test data

y2 <-c(rep(0,20),rep(1,14))

fy2 <-factor(y2,levels=0:1)

levels(fy2) <-c("ALL","AML")

x2 <- fmat.test[,1:3000]

pred <- predict(model.ma, x2)

# Check accuracy:

table(pred, fy2)

fy2

pred  ALL AML

  ALL 20  13 

  AML  0   1 
# compute decision values:

pred <- predict(model.ma, x, decision.values = TRUE)

attr(pred, "decision.values")

# visualize Training Data Set

# (classes by color, SV by crosses):

pc <- cmdscale(dist(fmat.train[,1:3000])) # multidimensional scaling
plot(pc,

col = as.integer(fy),

pch = c("o","+")[1:3000 %in% model.ma$index + 1],

main="Training Data ALL 'Black' and AML 'Red' Classes")
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# visualize Test Data Set

# (classes by color, SV by crosses):

pc <- cmdscale(dist(fmat.test[,1:3000])) # multidimensional scaling
plot(pc,

col = as.integer(fy2),

pch = c("o","+")[1:3000 %in% model.ma$index + 1],

main="Test Data - ALL 'Black' and AML 'Red' Classes")
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Analysis using first 300 Genes

> #compute svm on first 300 genes only because of memory overflow problems

> model.ma3 <- svm(fy ~.,data = df.mat.data[,1:300])

> summary(model.ma3)# output from summary

Call:

 svm(formula = fy ~ ., data = df.mat.data[, 1:300]) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.003333333 

Number of Support Vectors:  38

 ( 27 11 )

Number of Classes:  2 

Levels: 

 ALL AML

> # test with train data

> x <- df.mat.data[,1:300]

> pred <- predict(model.ma3, x)

> # Check accuracy:

> table(pred, fy)

     fy

pred  ALL AML

  ALL 27   0 

  AML  0  11 

pred <- predict(model.ma3, x, decision.values = TRUE)

attr(pred, "decision.values")

          ALL/AML

 [

1,]  1.00022471

 [2,]  1.00054509

 [3,]  1.00009241

 [4,]  1.00009662

 [5,]  0.99974840

 [6,]  1.00008507

 [7,]  1.00000330

 [8,]  1.00012346

 [9,]  0.99967374

[10,]  0.99963963

[11,]  0.99983843

[12,]  0.99968295

[13,]  1.00016722

[14,]  1.00001207

[15,]  0.99997854

[16,]  0.99956000

[17,]  1.00041714

[18,]  0.99990651

[19,]  0.99995796

[20,]  1.00012348

[21,]  0.99974691

[22,]  0.99975348

[23,]  1.00013053

[24,]  1.00009458

[25,]  1.00005783

[26,]  1.00003745

[27,]  1.00020668

[28,] -0.59900576

[29,] -0.51516102

[30,] -0.90605759

[31,] -0.99990433

[32,] -0.67062889

[33,] -0.58422453

[34,] -0.02110132

[35,] -0.69591938

[36,] -0.54515971

[37,] -0.53954785

[38,] -0.91429824

# visualize (classes by color, SV by crosses):

pc <- cmdscale(dist(df.mat.data[,1:300])) # multidimensional scaling

plot(pc,

+ col = as.integer(fy),

+ pch = c("o","+"),main="ALL 'Black' and AML 'Red' Classes")
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Analysis using first 30 Genes

#compute svm on first 30 genes only because of memory overflow problems
model.ma3 <- svm(fy ~.,data = df.mat.data[,1:30])

summary(model.ma3)# output from summary

Call:

 svm(formula = fy ~ ., data = df.mat.data[, 1:30]) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  0.03333333 

Number of Support Vectors:  33

 ( 22 11 )

Number of Classes:  2 
Levels: 

 ALL AML

# test with train data

x <- df.mat.data[,1:30]

pred <- predict(model.ma3, x)

# Check accuracy:

 table(pred, fy)

     fy

pred  ALL AML

  ALL 27   0 

  AML  0  11 

pred <- predict(model.ma3, x, decision.values = TRUE)

attr(pred, "decision.values")

         ALL/AML

 [

1,]  1.0000388

 [2,]  1.0001947

 [3,]  0.9998030

 [4,]  1.0000229

 [5,]  1.1613699

 [6,]  1.0786802

 [7,]  0.9994456

 [8,]  1.0002812

 [9,]  0.9999777

[10,]  1.0001564

[11,]  1.0000229

[12,]  0.9997765

[13,]  1.0655381

[14,]  1.0000906

[15,]  0.9999688

[16,]  1.0001605

[17,]  0.9998852

[18,]  1.2685370

[19,]  0.9463214

[20,]  0.9997592

[21,]  1.0107671

[22,]  0.9998659

[23,]  1.0000274

[24,]  1.0003622

[25,]  1.0002511

[26,]  1.0000031

[27,]  0.9999060

[28,] -0.7224642

[29,] -0.6997990

[30,] -0.2729719

[31,] -0.7809502

[32,] -0.2996176

[33,] -0.4505814

[34,] -0.1244604

[35,] -0.1598309

[36,] -0.5339209

[37,] -0.6519659

[38,] -0.6785544

# visualize (classes by color, SV by crosses):

pc <- cmdscale(dist(df.mat.data[,1:30])) # multidimensional scaling

plot(pc,

+ col = as.integer(fy),

+ pch = c("o","+"),main="ALL 'Black' and AML 'Red' Classes")

[image: image11.emf]o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

o

+

-10000 0 10000 20000

-500

0

500

ALL 'Black' and AML 'Red' Classes

pc[,1]

pc[,2]



Analysis with Alternate Gamma setting

## SVM ANALYSIS OF MICROARRAY DATA SET

## classification mode

# default with factor response:

y <-c(rep(0,27),rep(1,11))

fy <-factor(y,levels=0:1)

levels(fy) <-c("ALL","AML")

#compute svm on first 3000 genes only because of memory overflow problems

model.ma <- svm(fy ~.,data = fmat.train[,1:3000],gamma=.0000001)
summary(model.ma)# output from summary

Call:

 svm(formula = fy ~ ., data = fmat.train[, 1:3000], gamma = 1e-07) 

Parameters:

   SVM-Type:  C-classification 

 SVM-Kernel:  radial 

       cost:  1 

      gamma:  1e-07 

Number of Support Vectors:  24

 ( 13 11 )

Number of Classes:  2 

Levels: 

 ALL AML

# check  the training data data

x <- fmat.train[,1:3000]

pred.train <- predict(model.ma, x) 

# Check accuracy:

table(pred.train, fy)

          fy

pred.train ALL AML

       ALL 27  11 

       AML  0   0 
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Datasets for Data Mining

· See first UCI KDD Database Repository -- the most popular site for datasets used for research in machine learning and knowledge discovery. 
· Delve, Data for Evaluating Learning in Valid Experiments 
· FEDSTATS, a comprehensive source of US statistics and more 
· FIMI repository for frequent itemset mining, implementations and datasets. 
· Financial Data Finder at OSU, a large catalog of financial data sets 
· Grain Market Research, financial data including stocks, futures, etc. 
· Investor Links, includes financial data 
· Microsoft's TerraServer, aerial photographs and satellite images you can view and purchase. 
· MIT Cancer Genomics gene expression datasets and publications, from MIT Whitehead Center for Genome Research 
· MLnet (European Machine Learning Network) list of Datasets 
· National Space Science Data Center (NSSDC), NASA data sets from planetary exploration, space and solar physics, life sciences, astrophysics, and more. 
· PubGene(TM) Gene Database and Tools, genomic-related publications database 
· SMD: Stanford Microarray Database, stores raw and normalized data from microarray experiments. 
· STATLOG project datasets. This project did comparative studies of different machine learning, neural and statistical classification algorithms. About 20 different algorithms were evaluated on more than 20 different datasets. 
· STATOO Datasets part 1 and part 2 
· United States Census Bureau. 
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