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Pedagogical Issues

· For: Senior (or 1st-year MS students).
· Prerequisites: ANOVA, MME, MLE 
(and ideally some Bayesian inference with Gibbs sampling).
· Large datasets used for stability. 
Insofar as the methods "work," they give similar answers.
· In practice, datasets may be smaller—
less stable if batch variance is near 0.
Model

Yij =  + Ai + eij,

i = 1, ..., g = 30 batches,
j = 1, ..., r = 5 replications.

Ai iid NORM(0, A),   eij iid NORM(0, ).

E(Yij) = ,  V(Yij) = A2 + 2
Corr(Yij, Yik) = A2 / (A2 + 2) = I = ICC
Two Simulated Samples

Both have g = 30 batches and 
r = 5 replications

Dataset 1:  Relatively large batch variability

 = 1000,   A = 25,   = 15

A2 + 2 = 850,  I = 625/850 = 0.735 

Dataset 2:  Relatively small batch variability

 = 1000,  A = 1,   = 25

A2 + 2 = 626,  I = 1/626 = 0.0016
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Dataset 2: Relatively Small Variability Due To Batches
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Three Methods of Analysis

· Standard ANOVA with Method of Moments Estimators (MMEs) of parameters. CIs for  and .
MME of A2 can be negative.
· Maximum Likelihood Estimators (MLEs) and CIs for all parameters
(No CIs if sample variance-covariance matrix is ill-conditioned.)

· Bayesian point and interval inference from flat priors using Gibbs sampling.

Standard ANOVA for Dataset 1

Source  DF      SS     MS      F      P

Batch   29   91365   3151   15.0  0.000

Error  120   25215    210

Total  149  116580
Reject H0: A2 = 0

MME of  is 210  (Actual: 2 = 225)

MME of A2 is (3151 – 210)/5 = 588

 
(Actual: A2 = 625)

Standard ANOVA for Dataset 2

Source  DF     SS     MS     F       P

Batch   29  14931    515  0.95   0.552

Error  120  65362    545

Total  149  80293

Fail to Reject H0: A2 = 0

MME of  is 545  (Actual: 2 = 625)

MME of A2 is (515 – 545)/5 = –6 (Absurd)
R Code for MLEs

Assumes Dataframe with 
Observations x and Factor Bat

require(nlme) # Nonlinear estimation pkg

ml.fit <- lme(x ~ 1, random = ~1|Bat, 
   method="ML");  ml.fit

intervals(ml.fit)

MLE Results for Dataset 1

ML Point Estimates:  , A, 
> ml.fit

Linear mixed-effects model fit by maximum likelihood

  Data: NULL 

  Log-likelihood: -654.0247

  Fixed: x ~ 1 

(Intercept) 

   1003.253 

Random effects:

 Formula: ~1 | s

        (Intercept) Residual

StdDev:    23.81335 14.49575

Number of Observations: 150

Number of Groups: 30 


Asymptotic-Theory Interval Estimates:  , A, 
> intervals(ml.fit)

Approximate 95% confidence intervals

 Fixed effects:

              lower     est.    upper

(Intercept) 994.332 1003.253 1012.175

attr(,"label")

[1] "Fixed effects:"

 Random Effects:

  Level: s 

                   lower     est.    upper

sd((Intercept)) 18.14331 23.81335 31.25536

 Within-group standard error:

   lower     est.    upper 

12.77308 14.49575 16.45074 

MLE Results for Dataset 2

> ml.fit

Linear mixed-effects model fit by maximum likelihood

  Data: NULL 

  Log-likelihood: -684.054

  Fixed: x ~ 1 

(Intercept) 

   1000.033                 

Point estimate of 
Random effects:

 Formula: ~1 | s

        (Intercept) Residual

StdDev:   0.5599993 23.12995

Point estimates of A and 
Number of Observations: 150

Number of Groups: 30 

> intervals(f.fit)

Error in intervals.lme(f.fit) : 
Cannot get confidence intervals on var-cov components: Non-positive definite approximate variance-covariance

R Code for Gibbs Sampler

# Assumes g x r matrix Y of observations

m <- 100000  # iterations

b <- m/4     # burn-in

vb <- numeric(m); ve <- numeric(m); mu <- numeric(m)

Y.bar <- rowMeans(Y)

## Prior parameters: flat, conjugate priors

mum <- 0        # mean of prior on mu

muv <- 10^(10)  # var of prior on mu

vbs <- .001     # shape param of prior on batch var

vbr <- .001     # rate param of prior on batch var

ves <- .001     # shape param of prior on error var

ver <- .001     # rate param of prior on error var

## Initial values of model parameters

mu[1] <- 1500;  vb[1] <- 1;  ve[1] <- 1; a <- Y.bar

for (n in 2:m)  {


vb[n] <- 1/rgamma(1, vbs + g/2, vbr + sum((a - mu[n-1])^2)/2)


ve[n] <- 1/rgamma(1, ves + r*g/2, ver + sum((X - matrix(a,g,r))^2)/2)


mu[n] <- rnorm(1, (vb[n]*mum + muv*sum(a))/(vb[n] + g*muv),



sqrt(muv*vb[n]/(vb[n] + g*muv)))


a <- rnorm(t, (r*vb[n]*Y.bar + ve[n]*mu[n])/(r*vb[n] + ve[n]),



sqrt((vb[n]*ve[n])/(r*vb[n] + ve[n])))

}

R-Gibbs Results for Dataset 1

Dataset 1:  Batch Standard Deviation A
>  quantile(sqrt(vb[b:m]), c(.025, .5, .975))

    2.5%      50%    97.5% 

18.87721 24.45942 33.06645
>  summary(sqrt(vb[b:m]))

   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 

  15.08   22.29   24.46   24.85   26.98   53.15

Dataset 1:  Error Standard Deviation 
>  quantile(sqrt(ve[b:m]), c(.025, .5, .975))

    2.5%      50%    97.5% 

12.87605 14.54408 16.60273

>  summary(sqrt(ve[b:m]))

   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 

  10.89   13.93   14.54   14.59   15.20   19.41

Dataset 1:  Grand Mean 
>  quantile(mu[b:m], c(.025, .5, .975))

     2.5%       50%     97.5% 

 993.9318 1003.2240 1012.5510
>  summary(mu[b:m])

   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 

    981    1000    1003    1003    1006    1026

Dataset 1:  Intra-Class Correlation I = A2 / (A2 + 2)

>  quantile(ICC[b:m], c(.025, .5, .975))

     2.5%       50%     97.5% 

0.6085973 0.7388927 0.8446028

>  summary(ICC[b:m])

   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 

 0.4320  0.6965  0.7389  0.7358  0.7784  0.9255

Note: Gibbs point and interval estimates are based on results for 
iterations 25,000 through 100,000 (iterations after burn-in).

R-Gibbs Results for Dataset 2

Dataset 2:  Batch Standard Deviation A
>  quantile(sqrt(vb[b:m]), c(.025, .5, .975))

      2.5%        50%      97.5% 

0.03319715 0.60545928 6.63351544 

>  summary(sqrt(vb[b:m]))

    Min.  1st Qu.   Median     Mean  3rd Qu.     Max. 

 0.01274  0.17100  0.60550  1.41200  2.00600 15.55000
Dataset 2:  Error Standard Deviation 
>  quantile(sqrt(ve[b:m]), c(.025, .5, .975))

    2.5%      50%    97.5% 

20.77902 23.20785 26.13707 

>  summary(sqrt(ve[b:m]))

   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 

  17.55   22.32   23.21   23.27   24.16   31.55  

Dataset 2:  Grand Mean 
>  quantile(mu[b:m], c(.025, .5, .975))

     2.5%       50%     97.5% 

 996.2833 1000.1868 1004.0721 

>  summary(mu[b:m])

   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 

  992.0   998.8  1000.0  1000.0  1001.0  1007.0

Dataset 2:  Intra-Class Correlation I = A2 / (A2 + 2)

>  quantile(rat[b:m], c(.025, .5, .975))

        2.5%          50%        97.5% 

2.013913e-06 6.771126e-04 7.830037e-02 

>  summary(rat[b:m])

     Min.   1st Qu.    Median      Mean   3rd Qu.      Max. 

2.774e-07 5.384e-05 6.771e-04 9.496e-03 7.403e-03 3.161e-01   

Note: Gibbs point and interval estimates are based on results for 
iterations 25,000 through 100,000 (iterations after burn-in).

Dataset 1: Gibbs Sampler Graphics
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Dataset 2: Gibbs Sampler Graphics
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WinBUGS Code
Example: Dataset 1 with Uniform Prior on ICC

data

# Dataset1
# Bat sd = 25, Err sd = 15


list(batches = 30, samples = 5,
y = structure(.Data = 
  c(959, 976, 1015, 1003, 971,


  [28 Batches omitted to save space]


  1000, 987, 979, 1013, 1008), 
    .Dim = c(30, 5)))

inits

list(theta=1500, 
     tau.with=1,
     ICC=0.5)


model


{
 for( i in 1 : batches ) {
 mu[i] ~ dnorm(theta, tau.btw)
 for( j in 1 : samples ) {
 y[i , j] ~ dnorm(mu[i], tau.with) } } 
 theta ~ dnorm(0.0, 1.0E-10)


 # priors 

 sigma2.with <- 1 / tau.with
 tau.with ~ dgamma(0.001, 0.001)

 mu.grand <- mean(mu[])
 sigma.with <- sqrt(sigma2.with)
 sigma.btw <- sqrt(sigma2.btw)
 

 # ICC=sigma2.btw /(sigma2.btw+sigma2.with)
 ICC ~ dunif(0,1)
 sigma2.btw <- sigma2.with*ICC/(1-ICC)
 tau.btw <- 1/sigma2.btw
}

WinBUGS Results 
for Dataset 1

Uniform prior for ICC 

node         mean       sd  MC error    2.5%  median   97.5%  start sample 

ICC        0.7272  0.06053  3.063E-4  0.6005  0.7305  0.8357  25001  75000 

theta      1003.0    4.653   0.01751   944.0  1003.0  1012.0  25001  75000 

sigma.btw   24.38    3.487   0.01501   18.56   24.03   32.17  25001  75000 

sigma.with  14.65   0.9576  0.004843   12.93    14.6   16.68  25001  75000 

Gamma prior for tau.btw = 1/A2 

(Prior also used for R Gibbs)

node         mean       sd  MC error    2.5%  median   97.5%  start sample 

ICC        0.7358  0.06078  2.751E-4  0.6068  0.7392  0.8444  25001  75000 

theta      1003.0    4.752   0.01784
993.8
  003.0  1013.0  25001  75000 

sigma.btw   24.86    3.637   0.01624   18.84   24.48   33.02  25001  75000 

sigma.with   14.6   0.9521   0.004387  12.88   14.55   16.61  25001  75000 

WinBUGS Results 
for Dataset 2

Uniform prior for ICC 

node         mean       sd  MC error     2.5%   median   97.5%  start sample

ICC       0.05654  0.04682  8.663E-4 0.001874  0.04514  0.1768  25001  75000

theta      1.0E+3    2.164
 0.02856    995.8   1.0E+3
1004.0  25001  75000

sigma.btw   5.134    2.415   0.05238    1.008    4.974   10.37  25001  75000 sigma.with  22.88    1.371  0.008108    20.38    22.81   25.74  25001  75000 

Gamma prior for tau.btw = 1/A2 

(Prior also used for R Gibbs)

node         mean       sd  MC error     2.5%   median   97.5%  start sample

ICC      0.008207  0.02026  5.948E-4 2.049E-6  5.21E-4  0.0700  25001  75000

theta       999.9    2.177    0.1017
 995.5    999.9
1004.0  25001  75000

sigma.btw  1.28 1.     716   0.06606  0.03355   0.5322   6.279  25001  75000

sigma.with 23.3 1.     372  0.008896    20.79    23.23   26.17  25001  75000

Dataset 1: Summary of Results

Bold numbers are point estimates (when possible, with 95% intervals)
Method
1000
“Among”

A = 25
“Within”

= 15
ICC = .735

MME

(ANOVA)
994 1003 1012
24.25
12.9  14.5  16.6
.610  .737  .845

MLE

(Nonlin. Max.)
994 1003 1012
18.1  23.8  31.3
12.8  14.5  16.5
.729

Bayes

Flat priors

(R, Gibbs)
994 1003 1012
18.9  24.9  33.1
12.9  14.6  16.6
.609  .736  .845  

Bayes*

(WinBUGS, MCMC)
994 1003 1013

994 1003 1012
18.8  24.9  33.0

18.6  24.4  32.1
12.9  14.6  16.6

12.9  14.6  16.7
.607  .736  ,844

.600  .727  .836

* Top row uses same flat priors on , A,  as R-Gibbs (disparaged in BUGS documentation);
   bottom row uses uniform prior on ICC, flat priors on  and  (recomended).
Dataset 2: Summary of Results

Bold numbers are point estimates (when possible, with 95% intervals)
Method
1000
“Among”

A = 1
“Within”

= 25
ICC = .0016

MME

(ANOVA)
996 1000 1004
[A2 = –5.96]
20.7  23.3  26.7
[–.097 –.011 .137]

MLE ‡
(Nonlin. Max.)
1000 
0.56
23.1
.0006

Bayes

Flat priors

(R, Gibbs)
996 1000 1004
.033  1.41  6.63
20.8  23.3  26.1
2 e-6   .009† .078

Bayes*

(WinBUGS, MCMC)
996 1000 1004

996 1000 1004
.033  1.28  6.28 
1.01 5.13 10.4**
20.8  23.3  26.1

20.4  22.8  25.7
2 e-6  .008† .070  
.002   .07   .17**

‡  Ill-conditioned sample var-cov matrix: confidence intervals not available.
†  Mean of values after burn-in; corresponding median is .0007 (Gibbs), .0005 (BUGS).

*  As for Dataset 1: Top row uses same flat priors as R-Gibbs; bottom row uses uniform prior on ICC.

** Interval does not cover true value.
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